
Spring 3.0 Web Applications 

In this article, we are going to walk you through building a Spring 3.0 web application, 
including the usual suspects Hibernate, JSPs and automated testing. 

The aim of this article is go outline the best practices and show some interesting – dare 
we say cool – features you can use in your Spring 3.0 web applications. The code in this 
article works with Spring 3.0 M2; we tried to restrict the Spring 3.0 features to the ones we 
suspect may make it all the way to the final version of Spring 3.0.  

Without further delay, let’s take a look at what we are going to cover in the article: 

 Maven-style directory structure 

 Bundles (JARs, actually, but humour us) 

 Annotation and XML configuration 

 SPEL 

 Spring MVC 

 Automated build 

What are we build ing?  
Before we dive into the implementation of the application, let’s take a look at what we’re 
actually building. The product will be a web application that will demonstrate how to use 
some of the new (and older) features in Spring 3. We will show a listing page (including 
paging), a form page (including validation). Figure 1 shows the application in its full glory. 



Figure 1. The applicationÕs user interface 

 
Even though the user interface should be self-explanatory, let’s review its main 

components. The listing page (under the Yummies header) shows a pageable list of all items 
in the food database. It should be possible to filter and order the results on all columns. The 
users should be able to create new, edit and delete any entry in the database. 

Naturally, we will try to test every line of code using the most efficient testing 
approaches. 



Directory structure  
Even though you may not think it, the directory structure often dictates the complexity of the 
build process and ease of restructuring the application. Good directory structure makes it 
easy to: 

 Identify where each source code file is, 

 Automate build, 

 Enforce architectural constraints, 

With this in mind, let’s consider our application. We will need some domain classes, 
repository (the cool word for data access) code, services that define and implement what we 
can do with the food items and a web application. 

If you just put all packages in one directory, it is not the best approach, because in this 
one directory, you cannot easily enforce the architectural constraints. An example of such 
constraint is that it should be impossible to directly use the code in repository tier from the 
code in the web tier.  

Another option is to create a directory for each tier. Even though this solves the problem 
from the previous paragraph, it too is not the best way of structuring your code. We should 
be ready to embrace change, be agile in our development process. We do not like to embark 
on long and complex projects with a “big bang” delivery. Instead, we like to deliver our 
applications in small, well-defined steps. Therefore, splitting the directory structure into tiers 
is not ideal, either.  

The best way to structure your application is by function. Let’s dissect our small 
application. To display the web pages, we will need a web application. We will create a single 
web module. Traditionally, we would say that the web application uses some services. But 
let’s be far more careful in our naming – the web application clearly manages a cookbook. 
The cookbook uses the repository to store the recipes; we will implement the repository in 
Hibernate. We can agree that the entire application uses unified domain module. 

Let’s start creating the application’s directory structure. We will create a Subversion 
repository called s3wa; next, we’ll check it out into a working copy. 

Listing 1. Creating local copy  

./s3wa/code$ svn co https://<url>  
 
./s3wa/code$ ls - l  
total 0  

We will create four directories that will hold the code of our modules. We’ll create 
uk.org.springusergroup.s3wa.dom ain , .repository , .cookbook , .web . In 

each module, we are going to create directory structure to hold the source code. Figure 2 
shows the directory structure of the repository module. 



Figure 2. The structure of the repository module 

 
This module, just like all others, uses this directory structure. The src directory holds 

the source code. The main directory contains the “production” source code, the test sub-
directory contains source code for the tests. Each main and test directories contain at least 
the j ava and resources directories. The java directory contains the source code; the 
resource directory contains non-Java source code (for example the Spring XML files). 

Build  
Now that we have the directory structure in place, we need to think about how we’re going 
to build the application. Yes, you could use your IDE to produce the WAR, but that is a very 
dangerous proposition. Using your IDE means that you can only build the application on the 
developers’ machines; the developers may need to set up their computers in a particular way 
to build the application; it is usually impossible to automate the deployment to the testing 
platform, and the list goes on. 

Unfortunately, automated build is not an easy task. In today’s Java world, you have two 
choices. Maven and Ant. Maven is a complex release management system, but we found that 
it can be a bit too heavy handed for smaller applications; it is downright unruly in large 
applications. We favour lighter approach using Ant and Ivy. Even though Ant is not complex, 
the build infrastructure needs to perform a large number of tasks, which makes it rather 
complex. 



It is clear that our projects would benefit from a build framework. The Spring Framework 
provides an excellent base for such build framework. It is called spring-build; we have 
adapted it into cake-build, which you can download at community.cakesolutions.net . 
Listing 2 shows how to add reference to cake-build to our project. 

Listing 2. Adding reference to cake -build  

(s3wa) $ svn propedit svn:externals code     #A 
 
(Emacs)  
cake - build  https://hotei.devcake.co.uk/svn/cake - build/trunk/  #B 
[C - x C - c]         #C 
 
(s3wa) $ svn update        #D 
 
Fetching external item into 'code/cake - build'  
A    code/cake - build/aspect  
A    code/cake - build/aspect/default.xml  
A    code/cake - bui ld/aspect/publish.xml  
A    code/cake - build/aspect/common.xml  
É 

Let’s explore these commands in detail. On line #A, we will modify the svn:externals  
property on the code directory, editing the property will launch the Emacs editor1, line #B 
directs Subversion to fetch the repository at https://hotei.devcake.co.uk/svn/cake -

build/trunk into the cake-build directory in the code directory. To exit Emacs, we must 
press the magic key sequence C- x C - c . Finally, we run svn update on line #D to fetch 
the external dependency. 

Jumpstarting cake -build  

The full discussion of cake-build is beyond the scope of this chapter, but we will show you 
how to jumpstart the cake-build. In line with the Spring Framework, we will create another 
directory, in s3wa/code  called build - s3wa. In there, we will place the main Ant build files 
(see Listing 3). 

Listing 3. Files in build -s3wa 

(s3wa/code) $ ll build - s3wa 
total 32  
- rw - r -- r -- @ 1 janm  staff   729  3 Apr 14:04 build.xml  
- rw - r -- r -- @ 1 janm  staff   153 15 Jan 17:03 package - bundle.xml  
- rw - r -- r -- @ 1 janm  staff  1159 15 Jan 17:03 package - top - level.xml  
- rw - r -- r -- @ 1 janm  staff   169 15 Jan 17:03 publish - top - level.xml  

The most important file is the build.xml file. It defines the modules that make up our 
application. Let’s examine its contents in Listing 4. 

                                                             
 
1 I apologise unreservedly to the true Emacs gurus. To my humble self, Emacs is just e hellish editor. Besides, true 
experts write Java EE applications using cat >*.java . 



Listing 4. The build.xml file  

<?xml version="1.0" encoding="UTF - 8"?>  
<project name="CBT" default="precommit">  
 
  <path id="bundles">  
    <pathelement  
      location="${basedir}/../uk.org.springusergroup.s3wa.domain" />  #A 
    <patheleme nt  
      location="${basedir}/../uk.org.springusergroup.s3wa.repository" />  #B 
    <pathelement  
      location="${basedir}/../uk.org.springusergroup.s3wa.cookbook" />  #C 
    <pathelement  
      location="${basedir}/../uk.org.springusergroup.s3wa.web" />  #D 
  </path>  
 
  <property file="${basedir}/../build.properties"/>  
  <import file="${basedir}/package - top - level.xml"/>  
  <import file="${basedir}/publish - top - level.xml"/>  
  <import file="${basedir}/../cake - build/multi - bundle/default.xml"/>  
 
  <target name=" precommit" depends="clean, clean - integration, jar"/>  
 
</project>  

The lines #A É  #D tell cake-build which modules make up the application. Notice also 
that the order in which we specify the modules drives their dependencies. The 
uk.org.springusergroup.s3wa. domain does not depend on any other modules in this 
project, the uk.org.springusergroup.s3wa.repository may depend on the domain 
module, the cookbook module may depend on both domain and repository , and so on.  

If we run ant in the build-s3wa directory now, it will fail. It will complain that there is no 
build.xml in uk.org.springusergroup.s3wa.domain . Even though we told cake-
build that there is the domain module, it does not know what to do with it. In fact, we must 
create the ivy.xml , template.mf and bui ld.xml files for every module we specified in 
the build - s3wa/build.xml file. 

The ivy.xml defines the dependencies of the module, the build.xml defines the 
additional details about module’s build process and finally, the template.mf is a template for 
the META- INF/MANIFEST.MF descriptor. In the OSGi world, the META- INF/MANIFEST.MF  
is crucial element of a bundle.  

Now, let’s take a look at the contents of these three files in the domain  module, all in 
Listing 4. 

Listing 4. The build.xml, ivy.xml and template.m f 

build.xml  
<?xml version="1.0" encoding="UTF - 8"?>  
<project name="uk.org.springusergroup.s3wa.domain">  
 
    <property file="${basedir}/../build.properties" />  
    <property file="${basedir}/../build.versions" />  
    <import file="${basedir}/../build - s3wa/p ackage - bundle.xml" />  
    <import file="${basedir}/../cake - build/standard/default.xml" />  



 
</project>  
 
ivy.xml  
<?xml version="1.0" encoding="UTF - 8"?>  
<?xml - stylesheet type="text/xsl" href="http://ivyrep.jayasoft.org/ivy -
doc.xsl"?>  
<ivy - module  
  xmlns:xsi=" http://www.w3.org/2001/XMLSchema - instance"  
  xsi:noNamespaceSchemaLocation=  
     "http://incubator.apache.org/ivy/schemas/ivy.xsd"  
  version="1.3">  
 
  <info organisation="uk.org.springusergroup" module="${ant.project.name}">  
    <ivyauthor name="janm"/>  
  </info>  
 
  <configurations>  
    <include file=  
       "${spring.build.dir}/common/default - ivy - configurations.xml"/>  
  </configurations>  
 
  <publications>  
    <artifact name="${ant.project.name}" type="jar" ext="jar"/>  
    <artifact name="${ant.project.name } - sources" type="src" ext="jar"/>  
  </publications>  
 
  <dependencies>  
    <dependency org="org.junit"  
      name="com.springsource.org.junit"  
      rev="${org.junit}"  
      conf="test - >runtime"/>  
    <dependency org="org.hamcrest"  
      name="com.sprin gsource.org.hamcrest.core"  
      rev="${org.hamcrest}"  
      conf="test - >runtime"/>  
    <dependency org="org.hamcrest"  
      name="com.springsource.org.hamcrest"  
      rev="${org.hamcrest}"  
      conf="test - >runtime"/>  
  </dependencies>  
 
</ivy - module>  
 
template.mf  
Bundle - SymbolicName: uk.org.springusergroup.s3wa.domain  
Bundle - Name: S3WA domain  
Bundle - Vendor: Spring User Group UK  
Bundle - ManifestVersion: 2  

There will be more on ivy here  

But not just yet. 



Next, we need to create these three files in all modules (we can make copies, making 
slight changes only to build.xml and template.mf ). Figure 3 shows the final view of the 
source code. 

Figure 3. ProjectÕs source code in IntelliJ IDEA 

 
We can now run ant in code/build - s3wa. Ant will use Ivy to fetch all required 

dependencies and build the project. You will see output similar to Listing 5. 

Listing 5. Output from running ant in build -s3wa 

Buildfile: build.xml  
 
clean:  
   [subant] Entering directory: 



/Users/janm/Writing/s3wa/code/uk.org.springusergroup.s3wa.d omain  
 
É 
 
jar:  
   [subant] Entering directory: 
/Users/janm/Writing/s3wa/code/uk.org.springusergroup.s3wa.domain  
 
ivy.init:  
 
resolve.init:  
 
resolve.compile:  
[ivy:cachepath] :: Ivy 2.0.0 -  20090108225011 :: http://ant.apache.org/ivy/ 
::  
:: loading settings : : file = /Users/janm/Writing/s3wa/code/cake -
build/common/ivysettings.xml  
 
compile.init:  
[ivy:cachepath] downloading 
s3://repository.springsource.com/ivy/bundles/release/org.springframework.bu
ild/org.springframework.build.ant/1.0.2.RELEASE/org.springframewo rk.build.a
nt - sources - 1.0.2.RELEASE.jar ...  
[ivy:cachepath] ... (9kB)  
[ivy:cachepath]  (9kB)  
[ivy:cachepath] .. (0kB)  
[ivy:cachepath]  (0kB)  
[ivy:cachepath]         [SUCCESSFUL ] 
org.springframework.build#org.springframework.build.ant;1.0.2.RELEASE!org.s
pri ngframework.build.ant - sources.jar(src) (588ms)  
[ivy:cachepath] downloading 
s3://repository.springsource.com/ivy/bundles/release/org.springframework.bu
ild/org.springframework.build.ant/1.0.2.RELEASE/org.springframework.build.a
nt - 1.0.2.RELEASE.jar ...  
É 
 
 
pr ecommit:  
 
BUILD SUCCESSFUL 
Total time: 1 minute 5 seconds  

Now that the project is built, let’s examine the output. The build process placed the 
downloaded dependencies into s3wa/ivy - cache/repository  and the built modules into 
s3wa/integration - repo/uk.org.s pringusergroup . We will configure our 
IntelliJ IDEA project’s libraries to use the JARs in the integration - repo directory. This 
means that any developer can check out the source code from version control, run ant and 
open the project in his or her IDE and all will be configured. 

As the last step, let’s take a look at how we’re going to configure IntelliJ IDEA’s project 
libraries (see Figure 4). 



Figure 4. IntelliJ IDEA library settings 

 
Notice that we did not create a Project Library for every JAR in the iv y-

cache/repository  directory. Instead, we grouped the JARs into logical units, and we 
attached the each dependency’s source code.  

Onwards!  
Now that we have the project’s automated build and IDE set up, we can dive in and write 
some code! We shall begin with the domain objects, continue with the cookbook service and, 
as we go along, include a trivial implementation of the repository module. 

Domain  
The domain module is trivial; our cookbook application is only dealing with simple recipes. 
Therefore, we shall create the Recipe  class in the 
uk.org.springusergroup.s3wa.domain  package. We will need to store the name of the 
recipe, the steps needed to cook it, its average cooking time, complexity, and cost. The 
simplest property is name, of type String . The next property, average cooking time, could 
be quite complex. Ideally, we’d have some class Time  to represent time units. However, we 
can make a simplification and say that the cookingTime  property is going to hold the time 
in seconds. It will therefore be sufficient to use primitive int . Similarly, the type of the cost 
property would ideally be a Currency , which stores the monetary amount and currency, but 



for this small application that too would be unnecessarily complex. We will say that the cost 
is always going to be in pounds and use BigDecimal to represent the monetary amount. 
Finally, the complexity will be an enumeration RecipeComplexity . Listing 6 shows the 
Recipe  and RecipeComplexity  classes. 

Listing 6. The domain classes  

/**  
 * This class represents a si ngle recipe entry. This class makes no  
 * assumptions about the formatting of the {@code name} and {@code steps}  
 * properties, though it is expected that the values in these properties  
 * should be displayable in a web browser.<br/>  
 * Fully initialize d {@code Recipe} objects should have all properties not  
 * {@code null}.  
 *  
 * @author janm  
 */  
public class Recipe {  
    private String name;  
    private String steps;  
    private int cookingTime;  
    private BigDecimal cost;  
    private RecipeComplexity  recipeComplexity;  
 
    /**  
     * The name of the recipe. The name should be a title of the recipe  
     * with perhaps the main ingredients in case of more complex recipe.  
     *  
     * @return The recipe name  
     */  
    public String getName() {  
        return name;  
    }  
 
    public void setName(String name) {  
        this.name = name;  
    }  
 
    /**  
     * The steps needed to produce the recipe. Assuming that the user's  
     * skill level matches the {@code recipeComplexity}, the steps should  
     * allow the user to successfully cook the dish.  
     *  
     * @return The steps needed to cook the recipe  
     */  
    public String getSteps() {  
        return steps;  
    }  
 
    public void setSteps(String steps) {  
        this.steps = steps;  
    }  
 
    /**  
     * The cooking time in seconds; this should be average cooking time  
     * with some safety factored in.  



     *  
     * @return The recipe cooking time.  
     */  
    public int getCookingTime() {  
        return cookingTime;  
    }  
 
    public void setCoo kingTime(int cookingTime) {  
        this.cookingTime = cookingTime;  
    }  
 
    /**  
     * The cost of ingredients and, if the cooking process is particularly  
     * complex, the costs of the energy.  
     *  
     * @return The recipe cost  
     */  
    public  BigDecimal getCost() {  
        return cost;  
    }  
 
    public void setCost(BigDecimal cost) {  
        this.cost = cost;  
    }  
 
    /**  
     * The complexity of the recipe.  
     *  
     * @return The complexity.  
     */  
    public RecipeComplexity getRecipe Complexity() {  
        return recipeComplexity;  
    }  
 
    public void setRecipeComplexity(RecipeComplexity recipeComplexity) {  
        this.recipeComplexity = recipeComplexity;  
    }  
}  
 
/**  
 * This enumeration defines the levels of complexity of the recip e.  
 *  
 * @author janm  
 */  
public enum RecipeComplexity {  
    /**  
     * Very easy to cook, something like tea or boiled eggs.  
     */  
    VeryEasy,  
 
    /**  
     * Usually more than 2 steps, e.g. pasta with cheese and ketchup.  
     */  
    Easy,  
 
    /**  
     * Some cooking skills needed; recipes at this level can skip steps  



     * that would be obvious to more skilled cooks.  
     */  
    Moderate,  
 
    /**  
     * Feeling lucky, punk? Well, are ya?  
     */  
    RidiculouslyHard  
}  

At this moment, the implementation of the Recipe  and RecipeComplexity  is 
complete. But read on to find out how we’re going to have to change it to make our 
application complete. 

A NOTE ON JAVADOC 

Notice the JavaDocs in our code. At the Open Source Centre of Excellence, we strongly 
believe that the documentation should help the readers understand the purpose of the 
classes or methods. It should also be lively and readable; we despise the documentation for 
documentation’s sake style, for example:  

/**  
 * Sets the name of this Recipe.  
 * @ param name The new name  
 */  
public void setName(String name) { É }  

This JavaDoc does not tell the reader anything new. Even without it, you could infer that 
the method sets the name of this class. If you sign up for our code review service and submit 
similar code, be ready for some sarcastic comments. 

But hang on! We may be missing something. We need to be able to find a using its 
identity, but is there any property in the Recipe  class that is a good candidate to be 
considered an identity? The name is not perfect – I can imagine two distinct recipes with the 
same name. It’s a long shot, but imagine two wildly different recipes for boiled eggs! 

We need to include an identity property. For simplicity, let’s use Long .  
Before we conclude the discussion of the domain module and the Recipe class, consider 

a situation where our cookbook application becomes wildly popular. We could have hundreds, 
nay, thousands! of users. We need to ensure that once one user makes a change to the 
Recipe (in the repository – read on!), any attempt to overwrite this change with an older 
Recipe instance will fail. Now, saying older means that some kind of versioning. We will 
therefore add the version property to the Repository class. Let’s review the changes to the 
Recipe class in Listing 7. 

Listing 7. The final version of the Recipe class  

public class Recipe {  
    private Long id;  
    private int  version;  
    private String name;  
    private String steps;  
    private int cookingTime;  
    private BigDecimal cost;  
    private RecipeCompl exity recipeComplexity;  



 
    /**  
     * The identity of this {@code Recipe}.  
     *  
     * @return The {@code Recipe} identity.  
     */  
    public Long getId() {  
        return id;  
    }  
 
    public void setId(Long id) {  
        this.id = id;  
    }  
    É  
}  

We have added the Long id  and int version  properties to the Recipe class, which 
we are going to use later on in the cookbook service and in the repository. 

Cookbook service  
We have the domain module, so let’s move on and explore the recipe “service”. We need to 
be able to list all recipes, load one by its identity, and add, update or delete existing recipe. 
The initial version of our cookbook service could therefore look like code in Listing 8. 

Listing 8. First outline of the CookbookService  

public interf ace RecipeService {  
 
    List<Recipe> find();  
     
    void save(Recipe recipe);  
     
    void delete(long id);  
     
}  

Now, let’s see if this code does everything we need it to do. The save  and delete  
methods look fine, but the find method does not fulfill our requirement for search arguments 
and paging. The find  method should return a different data type; it needs to return a page 
of results and the total number of matching results. The find method therefore needs to 
return a SearchResult  object, more specifically a SearchResult  of Recipe  objects (see 
Listing 9). 

Listing 9. The SearchResult  

public class SearchResult<T> {  
    private List<T> page;  
    private int totalResults;  
 
    public SearchResult(List<T> page, int totalResults) {  
        Assert.notNull (page, "The argument 'page' must not be null.");  
         
 
        this.page = page;  
        this.totalResults = totalResults;  



    }  
 
    public List<T> getPage() {  
        return this.page;  
    }  
 
    public int getTotalResults() {  
        return this.tot alResults;  
    }  
}  

This is almost right; we can now make the RecipeService.find  method return the 
SearchResult object. However, using this returned value in – say – a JSP, is clumsy. 
You’d have to write something like this: 

<c:forEach items=" ${recipes. page } " var="r">  
    <c:out value="${r.name}"/>  
</c:forEach>  

We don’t like the ${recipes. page }  bit – we would like to iterate over the result, we 
should not have to remember that the result is actually in the page  property. To solve this, 
we can make the Search Result<T>  implement Iterable<T> . This will allow us to 
simplify the for each statement to read just: 

<c:forEach items=" ${recipes} " var="r">  
    <c:out value="${r.name}"/>  
</c:forEach>  

With this in mind, we can give the final implementation of the SearchRes ult class in 
Listing 10, complete with JavaDoc 

Listing 10. The final implementation of SearchResult  

/**  
 * This class holds the result of a paged search operation. The iterator  
 * returned from {@link #iterator()} will iterate over the <i>page</i>.  
 *  
 * @ author janm  
 */  
public class SearchResult<T> implements Iterable<T> {  
    private List<T> page;  
    private int totalResults;  
 
    /**  
     * Creates new instance of this class, checks and assigns the values  
     * of the {@code result} and {@code totalRes ults} properties.  
     *  
     * @param page The page of results, never {@code null}.  
     * @param totalResults The total number of results the search  
     * would return without paging, never negative.  
     */  
    public SearchResult(List<T> page, int tot alResults) {  
        Assert.notNull(page, "The argument 'page' must not be null.");  
        Assert.isTrue(totalResults >= 0, "The 'totalResults' argument " +  
                "must be non - negative.");  
 
        this.page = page;  
        this.totalResults = t otalResults;  
    }  



 
    /**  
     * Returns the <i>page</i> of returned objects  
     *  
     * @return The page.  
     */  
    public List<T> getPage() {  
        return this.page;  
    }  
 
    /**  
     * Returns the number of items that would be returned without  
     * paging.  
     *  
     * @return The total number of items.  
     */  
    public int getTotalResults() {  
        return this.totalResults;  
    }  
 
    @Override  
    public Iterator<T> iterator() {  
        return this.page.iterator();  
    }  
}  

This is much better – it is easy to use in the views, it is nicely documented. Onwards! We 
need to tackle the arguments of the ReportService.find method. Let’s say that the first 
version is going to find recipes by their name. Naïvely, we could declare the find method as 
SearchResult<Recipe> find(String name) . But that would not be enough, we forgot 
paging. With paging, the method’s signature could look like this: 
SearchResult<Recipe>  find(String name , int first , int max) . This is all we 
need now. But imagine what would happen if, later on, we decide to allow the users to 
search by name and text in the steps. And then the recipe complexity. Never mind ordering 
of the results! If we simply add a method argument for every search argument, the number 
of arguments will quickly explode.  

A better approach is to pass in the values in some kind of SearchArgument  object. The 
SearchArgument  should be reusable in all find calls. The only thing we can abstract out is 
the paging. Let’s create two classes, the SearchArgumentSupport  and 
RecipeSearchArgument  (see Listing 11). 

Listing 11. The SearchArgumentSupport and friends  

/**  
 * This class provides the paging support common to any pageable search  
 * operation. Typically, a pageable search operation will return the  
 * {@code uk.org.s pringusergroup.s3wa.domain.SearchResult} with the  
 * requested page and the total number of results.  
 *  
 * @author janm  
 */  
public abstract class SearchArgumentSupport {  
    private int firstResult;  



    private int maxResults;  
 
    /**  
     * Create new in stance of this class, check and assign the values  
     * of the fields.  
     *  
     * @param maxResults The maximum number of results to return,  
     * never negative.  
     * @param firstResult The "offset" of the first result, never  
     * negative.  
     */  
    protected SearchArgumentSupport(int maxResults, int firstResult) {  
        Assert.isTrue(maxResults >= 0, "The 'maxResults' argument " +  
                "must not be negaitve.");  
        Assert.isTrue(firstResult >= 0, "The 'firstResult' argument " + 
                "must not be negative");  
 
        this.maxResults = maxResults;  
        this.firstResult = firstResult;  
    }  
 
    /**  
     * The offset of the first result to be included in the page.  
     *  
     * @return The offset of the first result.  
     */  
    public int getFirstResult() {  
        return firstResult;  
    }  
 
    public void setFirstResult(int firstResult) {  
        this.firstResult = firstResult;  
    }  
 
    /**  
     * The maximum number of results to be returned in the page.  
     *  
     * @return The page size.  
     */  
    public int getMaxResults() {  
        return maxResults;  
    }  
 
    public void setMaxResults(int maxResults) {  
        this.maxResults = maxResults;  
    }  
}  
 
/**  
 * This class holds the arguments for the recipe sear ch operation.  
 *  
 * @author janm  
 */  
public class RecipeSearchArgument extends SearchArgumentSupport {  
    private String name;  
 
    public RecipeSearchArgument(int maxResults, int firstResult) {  



        super(maxResults, firstResult);  
    }  
 
    /**  
     * The name to filter the {@code Recipe}s by, {@code null} not to  
     * filter by name.  
     *  
     * @return The name to filter the {@code Recipes}, {@code null} for  
     * no fitering  
     */  
    public String getName() {  
        return name;  
    }  
 
    public void setName(String name) {  
        this.name = name;  
    }  
}  

As you can see, there is no magic here. We have the SearchArgumentSupport  and 
RecipeSearchArgument  that inherits the paging properties of the 
SearchArgumentSupport . 

Why not AbstractSearch Argument?  

We chose the name SearchArgumentSupport because we never expect anyone to 
be using the SearchArgumentSupport directly. The SearchArgumentSupport 
simply saves us typing; there is no complex logic. Therefore, more appropriate name 
ends with Support . 

Notice that if we decide to add any additional criteria to our search operation, we only 
add a property to the RecipeSearchArgument class; the arguments of the find  method 
remain the same. We can now show you the final version of the RecipeService  in Listing 
12. 

Listing 12. The final RecipeService  

/**  
 * The central recipe finder and manager. It manages the lookup as well  
 * as modification functionality.  
 * The modification methods of this service should check that the  
 * given {@code Recipe}s can actual ly be cooked. More formally, it  
 * needs to verify that the {@code StarTrekSynthetizer} --  when  
 * it becomes available --  can execute the recipe.  
 * @author janm  
 */  
public interface RecipeService {  
 
    /**  
     * Finds the {@code Recipe}s that match the  constraints in the  
     * {@code argument} using the following rules:  
     * <ul>  
     *  <li>if {@code argument.getName()} is not null, return only  
     *  {@code Recipe}s whose name starts with {@code argument.getName()}  



     *  </li>  
     * </ul>  
     *  
     * @param argument The search argument, never {@code null}.  
     * @return The {@code SearchResult} of matching {@code Recipe}s,  
     *         never {@code null}  
     */  
    SearchResult<Recipe> find(RecipeSearchArgument argument);  
 
    /**  
     * R eturns a {@code Recipe} identified by {@code id}. If there is no  
     * such {@code Recipe}, this method will fail.  
     *  
     * @param id The identity of the {@code Recipe}.  
     * @return The {@code Recipe} identified by {@code id},  
     *         never  {@code null}.  
     */  
    Recipe load(long id);  
 
    /**  
     * Persists the given {@code Recipe} object.  
     *  
     * @param recipe The {@code Recipe} to be persisted,  
     *               never {@code null}  
     */  
    void save(Recipe recipe);  
 
    /* *  
     * Removes a {@code Recipe} identified by {@code id}. If no such  
     * {@code Recipe} exists, this method will do nothing.  
     *  
     * @param id The identity of the {@code Recipe}.  
     */  
    void delete(long id);  
 
}  

And here we have it. The Reci peService with four methods that give us the 
functionality we need for our Cookbook application. 

Repository  
If we were cynical, we’d say that it is the new & cool name for data access. But not only are 
we not cynical, we realize that data access is not the most appropriate name. It implies that 
there is some kind of database, which may not always be the case. A better name is 
repository, where a RecipeRepository  means that there is some bag of Recipes, 
wherever this bag may actually live. Now, in our simple application, the 
RecipeRepository ’s methods are going to be similar (well, same) as the methods of the 
RecipeService . Let’s take a look at it in Listing 13. 

Listing 13. The RecipeRepository  

/**  
 * The repository of the {@code Recipe} objects. Handles the ir  
 * persistence, retrieval and search.  



 *  
 * @author janm  
 */  
public interface RecipeRepository {  
 
    /**  
     * Finds the {@code Recipe}s that match the constraints in the  
     * {@code argument} using the following rules:  
     * <ul>  
     *  <li>if {@code argument.getName()} is not null, return only  
     *  {@code Recipe}s whose name starts with {@code argument.getName()}  
     *  </li>  
     * </ul>  
     *  
     * @param argument The search argument, never {@code null}.  
     * @return The {@code Search Result} of matching {@code Recipe}s,  
     *         never {@code null}  
     */  
    SearchResult<Recipe> find(RecipeSearchArgument argument);  
 
    /**  
     * Returns a {@code Recipe} identified by {@code id}. If there is no  
     * such {@code Recipe}, this method will fail.  
     *  
     * @param id The identity of the {@code Recipe}.  
     * @return The {@code Recipe} identified by {@code id},  
     *         never {@code null}.  
     */  
    Recipe load(long id);  
 
    /**  
     * Persists the given {@code Recipe}  object.  
     *  
     * @param recipe The {@code Recipe} to be persisted,  
     *               never {@code null}  
     */   
    void save(Recipe recipe);  
 
    /**  
     * Removes a {@code Recipe} identified by {@code id}. If no such  
     * {@code Recipe} exis ts, this method will do nothing.  
     *  
     * @param id The identity of the {@code Recipe}.  
     */  
    void delete(long id);  
 
}  

Apart from the Trekky comment, the methods (and matching JavaDocs) are the same as 
the methods in the RecipeService . 

Now that we have the repository interface, we can implement it. Because we are still 
terminally lazy, we will use Hibernate. We will take advantage of Spring’s 
HibernateDaoSupport , or, more accurately, HibernateTemplate , which in 3.0M2 
brings generics, just like Jd bcTemplate . Let’s jump right in and implement the 
RecipeRepository using Hibernate. 



Listing 14. Hibernate implementation of the RecipeRepository  

@Repository  

public class HibernateRecipeRepository implements RecipeRepository {  

    private HibernateTemplate hibernateTemplate;  

 

    @Autowired  

    public HibernateRecipeRepository(HibernateTemplate hibernateTemplate) {  

        Assert.notNull(hibernateTemplate,  

            "The 'hibernateTemplate' argument cannot be null.");  

 

        this.hibernateTemplate = hib ernateTemplate;  

    }  

 

    @Override  

    public SearchResult<Recipe> find(final RecipeSearchArgument argument) {  

        Assert.notNull(argument,  

                "The 'argument' argument cannot be null.");  

 

        return this.hibernateTemplate.execute(  

                new HibernateCallback<SearchResult<Recipe>>() {  

            private void applyRestrictions(Criteria criteria) {  

                if (argument.getName() != null) {  

                    criteria.add(  

                         Restrictions.ilike("n ame", argument.getName()));  

                }  

            }  

 

            @Override  

            public SearchResult<Recipe> doInHibernate(Session session)  

                    throws HibernateException, SQLException {  

 

                Criteria select = sessi on.createCriteria(Recipe.class);  

                Criteria count = session.createCriteria(Recipe.class);  

 

                applyRestrictions(select);  

                applyRestrictions(count);  

 

                select.setFirstResult(argument.getFirstResult());  

                select.setMaxResults(argument.getMaxResults());  

 

                count.setProjection(Projections.rowCount());  



 

                //noinspection unchecked  

                return new SearchResult<Recipe>(  

                        select.list(),  

                        (Integer)count.uniqueResult());  

            }  

        });  

    }  

 

    @Override  

    public Recipe get(long id) {  

        return this.hibernateTemplate.get(Recipe.class, id);  

    }  

 

    @Override  

    public void save(Recipe recipe) {  

        Assert.notNull(recipe, "The 'recipe' argument cannot be null.");  

 

        this.hibernateTemplate.saveOrUpdate(recipe);  

    }  

 

    @Override  

    public void delete(final long id) {  

        this.hibernateTemplate.execute(new HibernateCallback<Object >() {  

            @Override  

            public Object doInHibernate(Session session)  

                    throws HibernateException, SQLException {  

 

                final Query query =  

                        session.createQuery("delete Recipe where id=:id" );  

                query.setLong("id", id);  

                query.executeUpdate();  

                return null;  

            }  

        });  

    }  

}  

Notice that the HibernateTemplate’s load method signature is now <T> T 
load(Class<T> clazz, Serializable ident ity)  instead of just Object 
load(Class c, Serializable identity) . All appropriate methods of the 



HibernateTemplate have undergone similar change. In Listing 14, you can see practical 
use of the load  and execute genericised methods. 

Unfortunately, Hibernate does not yet know how to save our Recipe object. We have to 
overcome our laziness and write the Hibernate mapping files (or use JPA annotations, but in 
this example, we’ll show you Hibernate XML mapping files). We will place the Hibernate 
mapping files to the META- INF/hibernate  directory of the repository module (see Figure 
5). 

Figure 5. The structure of the repository module 

 
Notice the location of the source code files. We have the RecipeRepository in 

uk.org.springusergroup.s3wa.repository package in the src/main/java  
directory and we have the Recipe.hbm.xml in the META- INF/hibernate directory in 
the src/main/resources directory. We clearly distinguish between the main (production) 
code and the test code and, in each “branch”, we distinguish between the Java source code 
and the resources that support the Java code. 

HIBERNATE MAPPING FIL ES 

We are not going to discuss the mapping files in any detail, there are many excellent books 
on the topic and we will throw in our own offering into the mix soon. For now, let’s just 
review the mapping file’s source code in Listing 15. 

Listing 15. Recipe.hbm.xml mapping file  

<?xml version="1.0"?>  
<!DOCTYPE hibernate - mapping PUBLIC " - //Hibernate/Hibernate Mapping DTD 
3.0//EN"  
        "http://hibernate.sourceforge.net/hibern ate - mapping - 3.0.dtd">  



 
<hibernate - mapping default - lazy="true" 
package="uk.org.springusergroup.s3wa.domain">  
 
    <typedef name=" RecipeComplexity "  
        class =" uk.org.springusergroup.s3wa.repository. !  
              hibernate.GenericEnumUserType ">  
        <param name="enumClass">  
           uk.org.springusergroup.s3wa.domain.RecipeComplexity  
        </param>  
    </typedef>  
 
    <class name="Recipe" table="Recipe">  
        <id name="id" type="long" unsaved - value="null">  
            <generator class=" identit y" / > 
        </id>  
        <version name="version" unsaved - value="negative" type="int"/>  
        <property name="name" not - null="true"/>  
        <property name="cookingTime" not - null="true"/>  
        <property name="cost" not - null="true"/>  
        <propert y name="steps" not - null="true"/>  
        <property name="recipeComplexity"  
            type=" RecipeComplexity " not - null="true"/>  
    </class>  
 
</hibernate - mapping>  

The code in the mapping file is standard Hibernate; the only “complex” part may be the 
way we map the RecipeComplexity enumeration. We use the GenericEnumUserType , 
which, by default, uses the value returned from the ordinal method to convert the 
enumerated value to an int .  

Now, we have the Recipe , RecipeComplexity , their Hibernate mappings and 
Hibernate implementation of the RecipeRepository . Let’s write some tests to see the 
cogs turning! Figure 6 shows the components that make part of the test. 



Figure 6. Integration test components 
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This figure shows parts of the repository module. The 

Hiber nateRecipeRepositoryTest  builds Spring ApplicationContext  from files in 
META- INF/spring/* - context.xml  and META- INF/spring/* - context - t.xml . We 
have split the module context files into ones that end with: 

 Nothing. These context files contain beans that are usable in both production (i.e. in 
the servlet container or application server). 

 - t . These context files contain beans that are applicable only for unit and integration 
tests. 

 - p. These context files include beans that are going to be used in production. 

Let’s start exploring the context files, starting with the easiest one: module - context -
t.xml  in Listing 16. 

Listing 16. Test context file in the repository module  

<?xml version="1.0" encoding="UTF - 8"?>  
<beans xmlns="http://www.springframework.org/schema/bean s"  
       xmlns:xsi="http://www.w3.org/2001/XMLSchema - instance"  
       xsi:schemaLocation="  
            http://www.springframework.org/schema/beans  
            http://www.springframework.org/schema/beans/spring - beans.xsd">  
 
    <bean id="dataSource"  
          class="org.springframework.jdbc.datasource. !  
                 DriverManagerDataSource">  



        <property name="driverClassName" value="org.hsqldb.jdbcDriver"/>  
        <property name="username" value="sa"/>  
        <property name="password" value="" />  
        <property name="url"  
            value="jdbc:hsqldb:file:/.../ !  
                   uk.org.springusergroup.s3wa.repository/src/test/db/t"/>  
    </bean>  
 
</beans>  

This context file defines the dataSource bean that is going to be used in the integration 
tests. In our sample application, the module - context - p.xml defines the dataSource  
bean, too, except it references a different database. 

Moving on, we need to examine the module - context.xml  file. This file defines the 
transactionManager , hibernateSes sionFactory , hibernateTemplate  and includes 
component scanning element, which means that the Spring Framework is going to – by 
default – look for appropriately annotated classes. Because the 
HibernateRecipeRepository  is annotated with the @Repository  annotation, the 
Spring Framework will discover it during the component scanning. Also, because the 
HibernateRecipeRepository ’s constructor is annotated with the @Autowired 
annotation, Spring Framework will inject the HibernateTemplate . 

The HibernateRecipeReposi tory  also makes the most of the Spring Framework. The 
Spring Framework’s integration testing support builds the ApplicationContext . You can 
then use the @Autowired  annotation to have the beans under test injected into the test 
object. Listing 17 shows how it’s all done in practice. 

Listing 17. Writing HibernateRecipeRepositoryTest  

@ContextConfiguration(locations = {  
        "classpath*:/META - INF/spring/* - context.xml",  
        "classpath*:/META - INF/spring/* - context - t.xml"})  
public class HibernateRecipeRepositoryTest  
    extends AbstractJUnit4SpringContextTests  {  
 
    @Autowired  
    Hiber nateRecipeRepository repository;  
 
    @Test  
    public void save() {  
        Recipe r = new Recipe();  
        r.setName("Someting tasty");  
        r.setSteps("1., 2., 3.");  
        r.setCookingTime(10);  
        r.setCost(BigDecimal.ONE);  
        r.setRecipeComplexity(RecipeComplexity.VeryEasy);  
 
        // save it  
        this.repository.save(r);  
        assertThat(r.getId(), notNullValue());  
 
        // check that we can get it back  
        Recipe r2 = this.repository.get(r.getId());  



        assertThat(r2, equalTo(r));  
 
        final String newName = "new name";  
        r2.setName(newName);  
        this.repository.save(r2);  
 
        Recipe r3 = this.repository.get(r2.getId());  
        assertThat(r3.getName(), equalTo(newName));  
    }  
     
    É 
 
}  

The first thing you can notice is the @ContextConfiguration  annotation, which 
defines which context files make up the test’s ApplicationContext . The next important 
point is the @Autowired HibernateRecipeRepository field. In production code, we 
would not allow the dependency’s access level to be default. We would insist on private field 
and public setter with the @Autowired annotation. However, because this is test-only code, 
we can allow package access level. Finally, we have the usual @Test-annotated methods.s 


